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Introduction

• A botnet is a number of Internet-connected devices (nodes), 
each of which is running one or more bots. Botnets can be 
used to perform Denial-of-Service (and DDoS) attacks, steal 
data(ex. Account credentials), send spams, and allow the 
attacker to access the device and its connection. The owner 
can control the botnet using command and control (C&C) 
software (Server). The term “botnet” is usually used with a 
negative or malicious connotation.
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Introduction(2)

• Bots (parts of the botnet) is a type of malware that was written in 
order to take over large number of hosts through the internet. When 
a host is infected with a bot, then the host victim joins a botnet, 
which is basically a network of compromised machines under the 
control of the botmaster.  
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Examples of Botnet

• Torpig, also known as Anserin or Sinowal is a type of botnet spread 
through systems compromised by the Mebroot rootkit by a variety of 
trojan horses for the purpose of collecting sensitive data

• The Storm botnet or Storm worm botnet is a remotely controlled 
network of "zombie" computers that have been linked by the Storm 
Worm, a Trojan horse spread through e-mail spam.

• The Zeus Trojan (Zbot) is a specific Trojan virus that targets Windows 
computers to extract sensitive financial information. A Zbot achieves 
this through Man-in-the-browser (MitB) attacks, keystroke logging 
(keylogging), form grabbing,. Zbots are also able to launch 
CryptoLocker ransomware attacks.
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Your Botnet is My Botnet: Analysis of a Botnet Takeover

SoK: P2PWNED— Modeling and Evaluating the Resilience of 
Peer-to-Peer Botnets

The papers that I will be presenting 
today
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1st Paper: Your Botnet is My Botnet: Analysis of a 
Botnet Takeover
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Information concerning Torpig

• Botnets are networks of malware that are controlled by an adversary. 

• This paper focused mostly on Torpig (experience with the botnet for 
10 days) which is a type of botnet that takes sensitive information 
such as bank accounts and credit card data from its victims.  

• Torpig targets a variety of applications and gather rich set of data 
from victims that provide understanding of the type and amount of 
personal information that is stolen. The researchers identified more 
than 1.2 million of unique IP addresses that contacted the command 
and control server.
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Information concerning Torpig(2)

• Torpig bots firstly transmit some identifiers that can be distinguished from 
various infection types. This helped to identify the botnet size during the 
paper. 

• Secondly Torpig is a data “harvesting” bot that targets many applications 
and extracts data. In this paper the researchers used a large size of botnet 
in order to collect rich data.

• Laslty Torpig uses Mebroot which is a rootkit that takes control of the 
machine by replacing the Master Boot Record(MBR). This allows Mebroot 
to be executed at boot time before the Operating system is loaded and to 
remain undetected by most andi-virus tools

• So this paper was about the analysis of operation of Torpig botnet for ten 
days with information from more than 180 thousand infected machines.
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Torpig infrastructure

• Mebroot provides functionality to manage (install, uninstall, and activate) 
such additional modules. Immediately after the initial reboot, Mebroot 
contacts the Mebroot C&C server to obtain malicious modules. These 
modules are saved in a system32 directory so that they can be reused 
again if the user reboots the machine without the need to contact the 
server again. Also the modules are timestamped and named from existing 
files to avoid suspicion. 

• Torpig contacts the C&C server to upload the report of data stolen since last 
report. This communication happens with HTTP, using XORing encoding with an 8 
byte key and base 64 for encoding.

• Then the server send an “ack” back like “okn” response. Also the server may send 
a configuration file which shows for example how often should the bot contact 
the server, which server are for backup and parameters to perform phishing 
attacks.
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Torpig infrastructure(2)

• The phishing attacks of Torpig go as follows:

• First, when the infected machine visits one of the domains specified 
in the configuration file, the machine issues a request to an Injection 
server. The server specifies the a page on the target domain where 
the attack should be triggered, a URL on the injection server that 
contains the phishing content.

• Second when the user visits the trigger page, and the torpig request 
the URL from the Server to inject the content to the user’s browser(if 
it is successful Mebroot is downloaded from server and executed). 
The content may be an HTML  form to capture sensitive information 
from the user.
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An example of a page with the phishing attack that 
is very similar to the original page. It also has a 
valid SSL certificate and the address bar displays a 
pad lock.
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Domain Flux

• A fundamental aspect of any botnet is that of coordination; i.e., how the 
bots identify and communicate with their C&C servers. With fast-flux, the 
bots would query a certain domain that is mapped onto a set of IP 
addresses, which change frequently. This makes it more difficult to take 
down or block a specific C&C server. However, fast-flux uses only a single 
domain name, which constitutes a single point of failure. Torpig uses 
domain where flux each bot uses a domain generation algorithm (DGA) to 
compute a list of domain names. This list is computed independently by 
each bot and is regenerated periodically and the bot tries to communicate 
with the hosts in the list until one succeeds. All the servers are contacted 
by the bots using this way.  Domain flux is a way to improve the botnet 
protection from take down attacks. For example if the rendezvous point is 
taken down the attacker simply registers the next domain and regains 
control.
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Taking control of the botnet

• Sinkhole Preparation: The researchers purchased service from two different 
hosting providers that are well-known to be unresponsive to abuse complaints, 
and they registered our .com and .net domains with two different registrars. 
During the ten days that the researchers controlled the botnet, set up an Apache 
web server to receive and log bot requests, and they recorded all network traffic 
over 8.7GB of Apache log files and 69GB of pcap(packet data) data.

• Data Collection Principles: During the collection process, the researchers were 
very careful with the information that they gathered and with the commands that 
they provided to infected hosts. They operated their C&C servers based on 
previously established legal and ethical principles. Some principles are: 

1. The sinkholed botnet should be operated so that any harm and/or damage to 
victims and targets of attacks would be minimized.

2. The sinkholed botnet should collect enough information to enable notification 
and remediation of affected parties.
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Botnet Analysis

• Total of 70 GB were collected during 10 days in this research. All bots 
were communicating using HTTP post requests. As mentioned before 
the encryption algorithm was an XORing using a symmetric key and 
sent in the clear. After decryption the submission header of the 
packet contained the time stamp, ip address of the bot, or a list of IPs 
and the port numbers of HTTP and SOCKS proxies that Torpig opens 
on the infected machine, the op(os field) version and the bot 
identifier (nid).
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Botnet Size

• In the paper the botnet’s “footprint” and live population 
(compromised hosts) was needed in order to identify the total 
number of machines.  It was proposed to query DNS server caches to 
estimate the number of bots that resolved the name of a C&C server 
and to infiltrate IRC C&C channels with trackers that record the 
channel activity, in particular, the IDs of channel users. Torpig
generates and transmits unique and persistent IDs that make for good 
identifiers of infected machines and this helped a lot for capturing the 
size. In the next slides I explain some of the methods that were used.
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Counting Bots by nid

• The nid field from the header of the submission message that was send by 
the Torpig was used for this method. This value was unique for each 
machine and remained constant over time and it would provide an 
accurate method to uniquely identify each bot. In all cases, the nid
depends on (software or hardware) characteristics of the infected 
machine’s hard disk. Therefore, it does not change, unless:

• the hard disk is replaced (in which case the machine would no longer be 
infected) 

• or the user manually changes the system’s volume serial number (which 
requires special tools and is not likely to be done by casual users).
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Counting Bots by Submission Header Fields

• Unfortunately, It was found that 2,079 cases for which this 
assumption did not hold with using just the nid field. A more accurate 
method to identify infected machines, was the nid, os, cn, bld, and 
ver values from the submission header that Torpig bots send. In 
particular, the os (OS version number) and cn (locale information) 
fields do not change unless the user modifies the locale information 
on his computer or changes his OS. The values of the bld and ver
fields are hard-coded into the Torpig binary. In ten days 182,914 
machines were counted with this method.

18



Identifying Probers and Researchers

• The next step was to identify security researchers and other curious 
individuals who probed the botnet servers. These do not correspond 
to actual victims of the botnet and, therefore, the researchers would 
like to identify them and subtract them from the total botnet size. 
Two heuristics were used to identify probers and (likely) security 
researchers. First, the nid values generated by infected clients running 
in virtual machines is constant. This is because the nid depends 
essentially on physical characteristics of the hard disk, and, by default, 
virtual machines provide virtual devices with a fixed model and serial 
number(ex. VMware). Second, it was identified that hosts send invalid 
requests to the C&C server, for example GET HTTP method in requests 
where a real Torpig bot would use the POST method.
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Botnet Size vs. IP Count

• 1,247,642 unique IP addresses contacted the server.

• Taking this value as the botnet’s footprint would overestimate the 
actual size by an order of magnitude.
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Botnet Size vs. IP Count(2)

• Figure 5 displays the number of unique IP addresses observed during the 
ten days that were in control of the Torpig C&C. After the initial spike when 
the bots started to contact the server, there was a consistent pattern of 
unique IP addresses with an average of 4,690 new IPs per hour. 

• In contrast, the average number of new bots observed was 705 per hour, 
with a very rapid drop-off after the first peak, as shown in Figure 6. 

• Therefore, the number of cumulative new IP addresses over time increased 
linearly, as shown in Figure 7.

• On the other hand, the aggregate number of new bots observed decayed 
quickly. Figure 8 shows that more than 75% of all new Torpig bots during 
the ten-day interval were observed in the first 48 hours.
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Botnet Size vs. IP Count(4)
• The similarity between bot IDs and IPs per hour is a result of each 

infected host connecting to the C&C every 20 minutes, which occurs 
more frequently than the rate of DHCP churn. So, the more often a 
bot connects to the C&C, the more accurate an IP count will be to the 
live population on an hourly scale. Comparing, the numbers of IPs per 
day does not accurately reflect the botnet’s live population (as shown 
in Figure 10), with a difference of 36.5% between IP addresses and 
bot IDs.
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Botnet Size vs. IP Count(5)
• Comparing the number of bots we observed and their IP addresses, 

the researchers could determine the effect of DHCP churn at a 
country level. Interestingly, the IP address count significantly 
overestimates the infection count in some countries, because the ISPs 
in those regions recycle IP addresses more often in comparison to 
others.
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Botnet as a Service (build type)

• An interesting aspect of the Torpig botnet is that there are indications 
that different groups would be dividing (and profiting from) the data 
it steals. So basically the build type denotes the “customers” that 
want specific data in exchange for a fee so we say that for this reason 
the botnet is a ”malware service”.
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Financial Data Stealing

• Torpig can be used to obtain information. Financial information, such 
as bank accounts and credit card numbers, is particularly sought after. 
Table 3 reports the number of accounts at financial institutions (such 
as banks, online trading, and investment companies) that were stolen 
by Torpig and sent to the C&C server in ten days.
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Denial-of-Service

• To approximate the amount of aggregate bandwidth among infected 
hosts, the researchers mapped the IP addresses to their network 
speed. This information is summarized in Table above. It was assumed 
the same distribution of network speed for the unknown IP 
addresses, there is a tremendous amount of bandwidth in the hands 
of the botmaster, considering that there were more than 70,000 
active hosts at peak intervals. Overall, we can see that the botnet has 
a huge impact in the network speed.
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Password Analysis

• A recent poll conducted by Sophos in March 2009, reported that one 
third of 676 Internet users neglect the importance of using strong 
passwords and admitted that they reused online authentication 
credentials across different web services. Torpig botnet over a ten-
days period offered the rare opportunity to obtain the necessary 
ground truth to validate the results of the Sophos poll. Torpig bots 
stole 297,962 unique credentials (username and password pairs), sent 
by 52,540 different Torpig-infected machines. The analysis found that 
almost 28% of the victims reused their credentials for accessing 
368,501 web sites. 
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CONCLUSIONS- Some lessons that 
researchers learned
• First, it was found that a naïve evaluation of botnet size based on the 

count of distinct IPs yields grossly overestimated results.

• Second, the victims of botnets are often users with poorly maintained 
machines that choose easily guessable passwords to protect access to 
sensitive sites. This is evidence that the malware problem is 
fundamentally a cultural problem.

• Third, it was learned that interacting with registrars, hosting facilities, 
victim institutions, and law enforcement is a rather complicated 
process. In some cases, simply identifying the point of contact for one 
of the registrars involved required several days of frustrating 
attempts.
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2nd Paper: SoK: P2PWNED— Modeling and 
Evaluating the Resilience of Peer-to-Peer Botnets
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P2P botnets

• P2P botnets are far more resilient to takedown attempts than 
centralized botnets, because they have no single points of failure. 
However, P2P botnets are subject to unique classes of attacks, such as 
node enumeration and poisoning. This paper shows a formal graph 
model to capture the intrinsic properties and fundamental 
vulnerabilities of P2P botnets. 

• The researchers prototyped several mitigation strategies to measure 
the resilience of existing P2P botnets. 
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Mitigation Strategies

Mitigation strategies were used that are generally applicable to any P2P 
botnet. The Paper focused to two resilience aspects:

• Intelligence gathering resilience: The researchers model intelligence 
gathering (also referred to as reconnaissance) methods and evaluate 
the resilience of current P2P botnets to these methods. 

• Disruption resilience: We formalize attacks that can be used to disrupt 
P2P botnets. Examples of such attacks include sinkholing, where all 
bots are redirected to an attacker-controlled machine called a 
sinkhole, and partitioning, which aims to split a botnet into unusable 
sub-networks.
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OVERVIEW OF P2P BOTNETS

• Figure 2 shows the lifespans of the botnet variants we study in detail, 
as well as the most important P2P botnets which are no longer active. 
We see that the minimum botnet family lifetime encountered so far is 
eight months (Miner), while Sality has been active five years.
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P2P Botnets in the paper

• Nugache: Nugache was a P2P botnet based on a custom protocol, 
which first appeared in the beginning of 2006. Its main purpose was 
DDoS attacks.

• Storm: Storm (a.k.a. Peacomm) was a structured P2P botnet based on 
Overnet, a Kademlia implementation. Storm appeared in January 
2007. Storm bots retrieved commands by using a timebased
algorithm to compute the IDs under which new commands would be 
published by the botmaster.

• Waledac: Waledac originated in December 2008, and is assumed to 
be the successor of Storm. 
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P2P Botnets in the paper(2)

• Kelihos: Kelihos (a.k.a. Hlux) is an unstructured P2P botnet mainly used for 
spamming and ID theft [3]. Kelihos first appeared in late 2010, and is assumed to 
be the successor of Waledac. 

• ZeroAccess: ZeroAccess (a.k.a. Sirefef) is a malware downloader which uses an 
unstructured P2P architecture. It exists in two variants and is organized into seven 
disjoint networks. ZeroAccess v1/v2, appeared in mid 2009 and early 2012, 
respectively.

• Miner: Miner was an unstructured P2P botnet which appeared in August 2011, 
and included facilities for generating(“mining”) a digital currency called Bitcoins.

• Zeus P2P: The first two variants of Zeus were centralized and were extensively 
tracked and attacked by malware researchers. The development of Zeus forked 
into multiple variants, including a new P2P variant of Zeus, which appeared in the 
wild in September 2011. Zeus is designed to steal credentials (particularly for 
financial institutions) from infected systems.
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Attacks against P2P botnets

• There are 3 kinds of attacks:

• Graph Search: Many attacks rely on knowledge about the P2P topology of a 
botnet. One approach is visiting all nodes, requesting their peer lists, and 
enumerating all edges.

• Peer Injection: Most attacks against P2P botnets are based on changes of 
the graph topology by manipulating the set of edges or the set of vertices. 
A newly added peer can not affect the topology as long as it is unknown to 
other peers. So in order to affect the topology, manipulations to the graph 
are mandatory.

• Peer List Destruction: In contrast to peer injection, peer list destruction 
describes “corrupting changes” to a peer’s peer list.

37



Some of the most important attacks 
presented in the paper
• Crawling: A standard approach for analyzing P2P botnets is to visit as 

many peers as possible and collect information about them. The 
collected information can be anything that is accessible to other 
peers, which depends on the specific communication protocol. For 
example, one protocol may exhibit the operating system version, 
another might include the current local time. Crawling is based on 
graph search and represents an efficient way to gather intelligence.
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Some of the most important attacks 
presented in the paper(2)
• Sensor Nodes: The authors proposed special sensor nodes in the DHT 

space of a botnet. Current P2P botnets peers are periodically 
contacted by their neighboring peers, e.g., during regular peer list 
verification cycles. Introducing a sensor can be achieved through peer 
injection(meaning adding new peers).  However, a sensor’s coverage 
depends on its popularity.
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Some of the most important attacks 
presented in the paper(3)
• Partitioning: One generic attack against a P2P botnet’s infrastructure tries 

to prohibit the distribution of information by partitioning the graph. For 
example, if certain nodes can be identified as the source of new 
commands, one can try to isolate these nodes by eliminating all edges with 
other peers. To invalidate an edge, it can be deleted or replaced by 
applying the peer list destruction method.

• Sinkholing: In this attack, all edges are either invalidated or replaced with 
edges pointing to special nodes called sinkholes.

• Communication Layer Poisoning: Poisoning attacks created information and 
injected it into a botnet. The range of poisoning attacks is huge. For 
example one could distribute commands to other bots or transmit invalid 
messages that put recipients in a non-functional state.
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Peer Enumeration: Real-World Observations

• To evaluate how the peer enumeration methods perform in practice, the 
researchers implemented crawling and sensor injection attacks for all four 
active P2P botnet families. In total, they enumerated eleven botnets that 
were active in November 2012. They chose a measurement period of 24 
hours to limit the effects of IP churn. The researchers injected sensor nodes 
three weeks so that they had sufficient time to become popular in each 
botnet. They monitored the daily number of peers contacting our sensors 
to verify that the popularity of our sensors had stabilized.

• The Crawling section of the table represents our crawling results, and the 
Sensor section displays the results for the sensor injection experiments. In 
the crawling results, we distinguish between peers that responded to peer 
list requests (V C r ) and all peers found during crawling (V C). The column 
|V C r |/|V C| contains the ratio of routable peers(a routable peer as a 
peer that can also be contacted by other peers).
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Convergence Analysis

• Figure 4 compares the IP address count convergence over 24 hours for all 
the active P2P botnets. A first observation is that only for Kelihos this 
number converges relatively quickly. This is due to the size of the set {v : 
∃(u, v) ∈ E}. Kelihos prefers more recent peers and shares them with 
timestamps, thus new peers spread rapidly over the majority of all peer 
lists. In all other botnets, crawling converges only slowly – independent of 
their actual sizes. Figure 5 shows that enumerations via sensor nodes 
converge at a similar pace. In all cases, though, the sensors enumerate 
peers faster than the crawlers, and the sensors find many more peers than 
the crawlers. While IP address churn is one of the reasons for slow node 
enumeration convergence, machines joining and leaving the network (e.g., 
through new infections and disinfections) also cause a steady churn of 
peers.
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Communication Layer Poisoning Resilience

• Depending on the implementation, it may be possible to poison a P2P 
botnet using its own commands, or to disrupt the C&C channel to 
prevent legitimate commands from spreading. For example, if 
commands are not properly authenticated to originate from the 
botnet operators (e.g., through digital signatures), defenders could 
issue arbitrary commands, such as a removal instruction or a 
command to stop spam activities.
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Communication Layer Poisoning Resilience(2)
• Table IV summarizes the most important security aspects of the P2P 

botnets that the researchers analyzed. All bots, except Miner, encrypt 
their communication. However, the used encryption does not secure 
the botnets against disruptive attacks, as the keys and algorithms can 
in all cases be found through reverse engineering.
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Sinkholing Resilience

Sinkholing a P2P botnet involves manipulation of the peer lists for all bots in the 
botnet such that the bots’ peer list entries no longer point to other bots, but 
instead to sinkholes. When performing a sinkholing attack, it is distinguished to the 
following general steps:

• Sinkhole announcement: starting the sinkholing attack by announcing some 
sinkholes to as many peers as possible.

• Node isolation: Then try to eliminate all edges in the P2P graph that do not point 
to a sinkhole. The goal of this step is to isolate the bots from each other as much 
as possible, rendering them unable to communicate with other peers.

• Fallback prevention: Some P2P botnets have other C&C mechanisms that they fall 
back to under certain circumstances, e.g., if they have not received a new 
command in some time. A sinkholing attack must ensure that bots do not activate 
backup C&C channels to recover. This step requires that either (1) the botnet’s 
backup channel is somehow disabled, or (2) the bots are prevented from entering 
into their fallback mode.
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Sinkholing Resilience for Kelihos

• Sinkhole announcement: Kelihos has major weaknesses in all of its versions, since they are all 
based on the same underlying protocol. It is possible to actively push new peer lists to other 
peers, replacing their local entries all at once. As shown in sinkholing attacks against Kelihos v1 
and v2, Kelihos can be sinkholed quite effectively by crawling the network and poisoning every 
visited peer . Although only a few routable peers can be attacked initially, the poisoned entries 
will then propagate across the network. Since the Kelihos v3 botnet uses effectively the same P2P 
protocol and architecture as Kelihos v1 and v2, a full scale sinkholing attack analogous to the 
previous ones would succeed again.

• Node isolation: Node isolation in the Kelihos botnet works very similar to sinkhole 
announcement. Since it is possible to replace the entire peer list of a peer with arbitrary entries, 
unlinking it from the P2P graph is trivial.

• Fallback prevention: Kelihos implements a number of backup channels that are activated by a bot 
if none of its peers can be reached. The most important one is a DNS fast-flux network. Every bot 
contains a hardcoded domain name that points back to another infected machine. This machine 
can be used as a seed node to recover connectivity in the P2P network. If the botnet is sinkholed 
correctly, Kelihos will not resort to the fast-flux domains – as long as the sinkholes are responsive.
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Sinkholing Resilience for Zeus

• Sinkhole announcement: In the case of Zeus, researchers were able to 
announce a sinkhole simply by sending requests to bots. 

• Node isolation: When a Zeus bot receives a request from a peer 
whose unique ID is already in the peer list, it updates the respective 
entry accordingly. This allows to overwrite peer list entries by sending 
requests. In the attack, researchers continuously crawl the botnet to 
find edges between bots, and then redirect as many of these edges as 
possible to our sinkholes by using the strategy described above. 
Researchers were forced to rate-limit this process because recent 
versions of Zeus feature an automated IP-based blacklist.
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Sinkholing Resilience for Zeus(2)

• Fallback prevention: Because Zeus bots periodically verify that their 
neighboring peers are alive and responsive, the sinkhole is required to 
implement the full P2P protocol to remain in bots’ peer lists. 
Additionally, Zeus uses a backup strategy which severely complicates 
long-term sinkholing. If a bot is unable to update itself or its 
configuration file for seven days, it attempts to obtain a fresh peer list 
by the following strategy: It attempts to contact a set of hardcoded IP 
addresses to reestablish contact with the P2P network. If this fails, 
the bot attempts to download a new peer list. As long as these 
secondary channels remain intact, sinkholing operations against Zeus 
are only temporarily successful. Researchers conclude that sinkholing
attacks against Zeus is difficult. 
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Partitioning Resilience

• Partitioning and sinkholing are closely related attacks. They both 
destroy existing links in a botnet. Depending on the goals of a botnet 
takedown operation, partitioning may have advantages over 
sinkholing. For example, the injected sinkholes are generally easily 
identified, as they stand out against other bots due to their 
popularity. Thus, botnet operators may start counter attacks against 
these sinkholes to regain control over their infrastructure. Partitioning 
attacks do not expose such attack surfaces and are immune to this 
type of counter attack. Also for partitioning in order to work it has to 
affect the whole network.
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Objectives of the researchers

• The concern is that botmasters could use the insights of the paper to 
harden their botnet designs. Therefore, the researchers describe their 
results such that they cannot be directly applied by botmasters to 
harden their botnets. The researchers believe that the potential of 
their work to assist security experts justifies their publication. The 
researchers hope that their insights will help avoid damage to 
innocent third parties caused by the common takedown problems 
pointed.
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CONCLUSIONS

The researchers have used this model to analyze several live real-world P2P 
botnets in two ways:

• First, the researchers have estimated and compared the population sizes of 
current P2P botnets using crawlers and sensor nodes. They have shown 
that sensor nodes reveal large numbers of bots which cannot be found 
using crawlers. It was concluded that combining crawlers and sensor nodes 
can provide much more accurate population estimates than crawling alone.

• Second, the researchers have evaluated the disruption resilience of all four 
current P2P botnet families through a combination of static analysis and 
attack prototyping. The evaluation has shown weaknesses which could be 
used to disrupt the botnets. However some botnets are more resilient than 
others like Zeus and Sality botnets are highly resilient to sinkholing attacks. 
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QUESTIONS?
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